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HPC Review2 editor’s note

Welcome to the premiere English 
language issue of HPC Review!

after a successful French language launch of HPC review (four 
issues already!), our media group, HPC Media is going global to pro-
vide the most comprehensive coverage of the domains that make 
up High Performance Computing as it is today. As the community 
evolves, so does HPC, whose scope has broadened far beyond its 
initial market sector. As our cover logo baseline shows, we’ll bring 
you all the latest trends in the industry: Big Data, Virtualization, Vi-
sualization, Workstations, Storage… there is virtually no end in sight 

to HPC’s practical applications.

HPC review has also its own independent test lab which allows 
us to evaluate client and infrastructure elements such as work-
stations, servers, storage and appliances to provide you a tho-

rough and independent insight into products.

Last but not least, HPC review focuses on upcoming technolo-
gies to help you keep your business on the cutting edge of these 

advanced areas of computing. 

Let us know your impressions, we want to hear your voice! Drop 
us a line at editorial@hpcreview.com.

Happy reading!

mailto:editorial@hpcreview.com


Big HPC reView ConteSt

win an oCz Saber 1000 
Sata enterprise SSD !  
(960 GB capacity model) 

No purchase necessary. Participation open worldwide. Drawing on April 30, 2015.

I want to win!
the winner will be announced on april 30th, 2015

Click below to enter the contest 

Saber 1000 Features
•	 Leverages OCZ’s Barefoot 3 controller, 

in-house	firmware,	and	next	generation	
A19nm	NAND	from	Toshiba

•	 Delivers	sustained	performance	and	
consistent	I/O	responses	for	high-volume	
deployment	enterprise	SATA	SSDs

•	 Supports	Power	Failure	Management	Plus	
(PFM+)	to	protect	against	unexpected	
power	loss	events

•	 Central	management	capability	via	OCZ	
StoragePeak	1000	software	suite

•	 Energy	savings	resulting	from	low	3.7W	
operating	power

•	 2.5-inch,	7mm	enclosure	footprint
•	 Backed	by	a	5-year	warranty

http://www.hpctoday.eu/op-ocz-2015-05
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F or organizations that already ex-
ploit HPC, HPC budgets are often at 
the mercy of chief information offi-
cers (CIOs) or other senior manage-
ment officials who may not fully 

understand the nature and value of high per-
formance computing. The same holds true for 
executives of organizations that haven’t adop-
ted HPC yet. With that in mind, here are ten 
things that these executives should consider.

1 HPC iS one oF tHe FaSteSt-
growing it MarketS

Between 1990 and 2012, revenue for the 
worldwide HPC ecosystem - servers, storage, 
software, and services - ballooned more than 
tenfold, from $2 billion to $21.9 billion. Pro-
pelled by the standards-based cluster - an 
HPC innovation from NASA - the HPC server 
market expanded during the decade of the 
2000s faster than the “hot” IT markets for flat-
panel TVs or online gaming. The worldwide 
HPC server market posted record revenue in 
2011 and 2012, with server systems costing 
$500,000 and up, achieving a 29.6% year-over-
year revenue gain.

2 CoMMerCial FirMS Began 
aDoPting HPC in tHe 1970S

Following its initial growth spurt in the late 
1960s and 1970s, the market for HPC systems 
has expanded over time by adapting to the re-
quirements of successive waves of new users - 
in large part through advances in software. In 

1976, the CRAY-1 supercomputer was delive-
red to its first customer, Los Alamos National 
Laboratory (LANL), as a blazingly fast hard-
ware platform with no operating system. The 
second wave of adoption carried HPC into 
industry, initially the automotive, aerospace, 
and petroleum sectors, starting in the late 
1970s. The third adoption wave, driven by the 
compelling price/performance of standards-
based clusters, began in 2001–2002 and conti-
nues today. This phase greatly expanded the 
market for HPC by making this game-chan-
ging technology affordable and tractable for 
less-experienced users, such as financial ser-
vices firms, consumer products makers, and 
online companies of nearly any size.

3 97% oF aDoPterS Say HPC 
iS inDiSPenSaBle For tHeir 

aBility to CoMPete anD SurViVe
In a worldwide IDC study conducted for the 
Council on Competitiveness, based in Washing-
ton, D.C., 97% of the commercial firms that had 

10 arguments  
to adopt HPC
the reluctance and misunderstanding of it departments with regard to HPC 
is a major obstacle to its corporate mass adoption. Here are ten arguments 
that should lead your Cio to enlightenment...

SteVe Conway 
is IDC Research 
Vice President, 
HPC
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adopted HPC said they could no longer compete 
or survive without it. The chief benefit cited by 
these firms is that HPC enables them to bring 
more innovative, higher-quality products and 
services to the market in shorter time frames. 
To out-compute is to out-compete.

4 Senior goVernMent oFFiCialS 
inCreaSingly reCognize  

HPC’S eConoMiC Value
Worldwide political leaders increasingly reco-
gnize this trend:
– In his 2006 State of the Union address, U.S. 
President George W. Bush promised to trim 
the federal budget, yet urged more money for 
supercomputing.
– In 2009, Russian President Dmitry Medve-
dev warned that without more investment in 
supercomputer technology, Russian products 
“will not be competitive or of interest to poten-
tial buyers.”
– In February 2012, the European Commis-
sion announced that it had adopted a plan to 
double spending on HPC to €1.2 billion, with 
much of that money aimed at the installation 
of additional large supercomputers at leading 
European HPC centers.

5 HPC iS DiFFerent  
FroM BuSineSS CoMPuting

HPC jobs are different from business operations 
such as accounting, payroll, sales, customer re-
lationship management (CRM), enterprise re-
source planning (ERP), transaction processing, 
human resources, and purchasing. The com-
mon denominator underlying HPC problems 
is a degree of algorithmic complexity that is 
atypical for business IT problems. Business IT 

workloads often consist of a large volume of 
tiny problems - for example, a business compu-
ter may process tens of thousands of transac-
tions per second. In contrast, a single HPC pro-
blem may take not a fraction of one second but 
hours, days, weeks, or even months to process.

6 tHe goalS oF it anD HPC  
are alSo DiFFerent

CIOs who are new to HPC often make the mis-
take of treating it like a typical IT function. 
This misperception can lead to lost producti-
vity and to conflict between the CIO’s office 
and the company’s HPC staff.

I recently interviewed Jim Barrese, chief 
technology officer of eBay’s PayPal subsidia-
ry, which adopted HPC not long ago for real-
time detection of online consumer fraud. In 
that interview, he advises CIOs to “clearly un-
derstand that HPC is not a mass consumption 
technology where we enable everyone in our 
organization with it. This is a deep enginee-
ring function. It’s custom built and includes 
writing software to solve cutting-edge pro-
blems... Think of HPC not as an IT function but 
as a competitive business advantage. There’s a 
hard link between HPC and PayPal’s top line 
and bottom line.”

In important respects, HPC is different from 
general IT deployments. IT is generally about 
provisioning - equipping each of the compa-
ny’s knowledge workers with the basic compu-
ting tools they need to perform their jobs pro-
ductively, and providing as little beyond that 
as possible to stay within the budget. HPC, on 
the other hand, is about enablement - provi-
ding a small subset of specialized knowledge 
workers with the most powerful computatio-

In February 2012, the European Commission announced 
that it had adopted a plan to double spending on HPC 
to €1.2 billion, with much of that money aimed 
at the installation of additional large supercomputers 
at leading European HPC centers.
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nal tools the company can afford. A typical IT 
worker’s desktop or laptop system is capable 
of fully supporting the worker’s computing 
requirements, while there is often no limit to 
the amount of computing power an HPC user 
could exploit on the company’s behalf.

7 key it DataCenter teCHnologieS 
HaVe triCkleD Down FroM HPC

There is a perennial debate between those who 
argue that key IT technologies “bubble up” from 
the low end, such as embedded and desktop de-
vices, and those who counter that key technolo-
gies “trickle down” from the high end, especially 
HPC. In reality, of course, both arguments are 
correct. Technological innovation is bidirectio-
nal, flowing up and down. For example:
– Standard x86 processors bubbled up into 
HPC from the market for desktop/laptop com-
puters.
– Conversely, x86-based clusters were born in 
the HPC market and later trickled down into 
enterprise IT datacenters.
– The Linux operating system is an HPC inno-
vation that helped make clusters dominant in 
HPC. Linux clusters later began moving into 
financial services firms and other commer-
cial datacenters.
– Grid computing and cloud computing are 
two more important technologies that have 
trickled down from HPC to mainstream com-
mercial markets.
– On the bubble-up front, multiple processors 
and coprocessors have been making their way 
from the embedded systems market into HPC, 
including GPUs, ARM, and Atom devices.

8 HPC SySteMS now Start  
at unDer $10,000

Decades ago, entry pricing for a supercompu-
ter was in the $25 million to $30 million range. 
Thanks to the transition to clusters based on 
industry-standard technologies, pricing for 
HPC systems now starts at less than $10,000. 
With entry prices this low, HPC systems have 
become affordable for many more companies 
than ever before.

9 CoMMerCial FirMS are alSo 
aDoPting HPC For CHallenging 

Big Data ProBleMS
High-performance data analysis (HPDA) is the 
term IDC coined to describe the convergence of 
the established data-intensive HPC market and 
the high-end commercial analytics market that 
is starting to move up to HPC resources. The 
financial industry has been running analytics 
on HPC systems at least since the late 1980s. 
But newer methods, from MapReduce/Hadoop 
to graph analytics, have greatly expanded the 
opportunities for HPC-based analytics. A 2013 
IDC worldwide study showed that 67% of HPC 
sites are running HPDA workloads. IDC fore-
casts that revenue for HPC servers acquired 
primarily for HPDA use will grow from $739 
million in 2012 to $1.4 billion in 2017. Revenue 
for the whole HPDA ecosystem, including ser-
vers, storage and interconnects, software, and 
service should double the server figure alone.

10 tHere iS More on taP FroM HPC
One of the next important develop-

ments IDC expects to come out of the HPC 
market is more capable network technologies 
to speed communications between cores, pro-
cessors, servers, and nodes. This development 
should help to address the so-called memory 
wall, the growing gap between escalating 
processor peak speeds and the lagging ability 
of internal networks to feed processors with 
enough data to keep them busy. Improving 
network bandwidths and latencies should be 
especially important for challenging Big Data 
tasks faced by businesses and government or-
ganizations alike.

wHat DoeS tHiS Mean?
As more companies of all sizes in more mar-
kets learn to exploit HPC (and its close rela-
tive, HPDA) to speed and improve innovation, 
competitors lacking this advantage will fall 
behind. Successful CIOs will therefore need to 
gain a basic understanding of HPC and ensure 
that their organizations carefully consider 
whether to adopt this technology.
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a fter Machine Learning in 2014, 
Deep Learning was the main 
theme of NVIDIA’s sixth GPU 
Technology Conference. Over 
4,000 people from 50 countries 

came not only to listen, learn and test all the 
ways to use GPUs but to also catch a glimpse 
of things to come. The annual event brought 
together an entire community to the San Jose 
McEnery Convention Center with 500 sessions 
covering thirty themes. Highlights included 
sessions on Cloud Computing and HPC Su-

percomputing, Automotive, Augmented and 
virtual reality, Computer Vision, Machine 
Learning and Deep Learning. In his opening 
keynote speech, Jen-Hsun Huang, CEO and 
founder of NVIDIA, talked about the four ma-
jor announcements at this event which were  
all closely associated with Deep Learning: a 
new GPU, a DevBox a roadmap and an auto-
matic car steering system. 

Why is Deep Learning in the spotlight this 
year? Because for the first time, a computer re-
cently beat a human in image recognition. For 

nViDia gPu technology Conference 2015 

target: Deep learning!
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Jen-Hsun Huang, this is only the beginning. 
Soon it will be commonplace. In order for that 
to happen, there is only one solution: speed and 
efficiency. Without increased speed and effi-
ciency, it’s impossible to recognize an image in 
a reasonable time, impossible to take the next 
technological step. In this case, this step will 
become reality through, among other things, 
Titan X, the latest in the range of NVIDIA GPUs. 
For $999, in less than three days, it can run the 
AlexNet project, a deep neural network that 
enables a computer to recognize images. To de-
monstrate the difference between yesterday’s 
GPUS and the Titan X, the exact same project 
requires 43 days to run with 16 Xeon CPU cores 
and 6 original TITAN GPUs. This is also an 
opportunity for NVIDIA to release a turnkey 
solution in the form of an ultra-fast DevBox. 
Due to the arrival of Deep Learning, Big Data is 
now in the process of democratizing thanks to 
the combination of high-level algorithms run-
ning in neural networks and the ability to pro-

cess data sets without any size limitations. All 
of this is coupled with the power of the latest 
developments. Deep Learning was at the heart 
of the largest technology companies’ concerns 
(IBM, Microsoft, Google, Baidu, Facebook, etc. 
also made the trip to present their current re-
search in this direction). 

The shared interest stems from a variety of 
research centers including medical laborato-
ries, for whom these advances open up new 
possibilities for research, testing and calcu-
lating the human genome. The algorithms 
necessary for Deep Learning are steadily 
improving as technology reaches the right 
level to become a practical reality. The time 
was ripe to NVIDIA to offer an “all inclusive” 
solution. The announced high-speed box in-
cludes a software development kit, DIGITS, 
intended to help with the implementation of 
Deep Learning. How? By allowing to process 
data through the box’s GPU processor, simply 
configure a deep neural network, supervising 
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the different stages when the Deep Learning 
algorithm runs and, of course, view the data. 
Dubbed DIGITS DevBox, it’s delivered with a 
Titan X GPU, is orchestrated by a dedicated 
Linux Operating System and includes a Deep 
Learning generic algorithm. The goal being 
that for $15,000 all researchers in the relevant 
fields will be able to focus on their research. 

The GPU Technology Conference was also an 
opportunity for the CEO of NVIDIA to unveil 
the roadmap for future GPU architectures. 
The PASCAL architecture, 10 times faster than 
Maxwell, will have 3 times the computing 
power, a 3D memory also brings a lot of im-
provements and a NVLink bus opening new 
opportunities for GPU interconnections . 

Finally, in the automotive sector, NVIDIA of-
fers the Drive PX, a computer based on ADAS 
(advanced driver support systems) for use in 
self driving cars in the era of Deep Learning. 
Next May, specialists in these systems will be 
able to increase the obstacle detection capabi-
lities for cars. Solange BelkHayat-FuCHS

PASCAL architecture, 10 times faster than Maxwell, will 
have 3 times the computing power.
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aMD has taken hold of the HPC “green” as 
evidenced by his first place in november 
green500. what is the history of this pro-
ject? It all started in March 2014, when AMD 
announced the S9100 server accelerator. Per-
formance was astounding on professional 
apps, both in single and double precision. In 
parallel, the workstation release was in de-
velopment, knowing that AMD, servers and 
workstation cards have the same specifica-

tions. Based on this, we had to demonstrate 
the actual performance of these cards and 
AMD’s HPC skills. For this project, we were 
determined not to mount a cluster show-
case designed solely for a benchmark. In 
response to a German client (GSI), we built 
a petaflop machine in October, consisting of 
600 FirePro S9150 accelerators. The project 
has advanced so well that we were able to 
have the results of bench in time to officially 
present in the November Green500 and with 
5.27 Gflops/watt, get that first place that we 
are so pleased with. For AMD, it was a inter-
nally unifying project, in both hardware 
and software aspects. GSI actually wanted 
to work in OpenCL because the machine was 
to be used for “real” in applied physics and 
medical research, not a “temporary” cluster 
to be dismantled after the tests...

aMD greener 
than nViDia?

J.C. Baratault, 
Manager, 
Global GPU 
Computing, 
AMD
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Do you plan to keep the top spot in the 
green500 next July?  You know how to do 
the tests: everything is based on Linpack, re-
ference bench for the Top500 and Green500. 
Linpack is a stress test for the hardware, so-
metimes beyond reason. This is why it is in-
teresting for us and of course we will do eve-
rything to keep that top spot. But the battle 
will be tough because our competitors have 
been stung! However, our goal is to place new 
machines at the top of the rankings, that is to 
say, to boost our positioning. And do not for-
get that in the end, we must remain modest. A 
benchmark remains a benchmark; what real-
ly matters is the consistency of our strategy.

given the global ecological, energy efficien-
cy has become a major constraint for high-le-
vel computing, at least as far as pure perfor-
mance. How does aMD cope with this issue? 
Energy efficiency of our components (CPU 
and GPU) is now THE major criterion for their 
design. I can not tell you better ... The best il-
lustration of this is our current SoC 32 and 64 
bits, and our partnership with ARM for the 
development of APU 32 and 64 bits.

HPCr - Precisely, how soon can we predict 
the advent of chip incorporating a CPu and a 
real throttle on the same die? It is premature 
to even talk about products in development, 
but in the coming months - say June or July - 
SoC Carizzo (x86 64-bit) will allow publishers 
and R & D centers to start programming this 
truly unified architecture in an open envi-
ronment. Carizzo by itself will not issue an 
HPCclass performance level but our next SoC 
based HPC will be on this platform. In this 
regard, I want to emphasize that in AMD x86 

and ARM are considered on an equal footing. 
We announced back in our 2014 Heterege-
neous Computing strategy a socket compatibi-
lity between x86 and ARM products. That is, in 
the context of your question, a major advance.

and memory? There are now two approaches, 
which will be completed in the coming months. 
On one hand is the discrete GPU (note: PCIe bus). 
There, AMD will offer 32GB GPU cards with a 
512-bit GDDR5 memory bus, offering more sto-
rage space for memory-intensive applications. 
On the other hand, a new memory called HBM 
(High Bandwidth Memory) will arrive.It will 
deliver up to 512 GB/s, will be used initially 
on mainstream graphics cards and, probably 
within three to four years on HPC “products”.
These are two approaches because, for some 
time, HBM will offer less space. For maximum 
memory capacity in HPC, accelerators remain 
the crème de la crème. It is, moreover, what 
the Green500 highlights.

“ Our goal is to place new machines at the top of the 
rankings, that is to say, to boost our positioning. And do 
not forget that in the end, we must remain modest ” 
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nutanix: innovate 
to simplify
interview Dheeraj Pandey,  Ceo 
and founder of nutanix
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w hile visiting the French sub-
sidiary in Paris, the CEO, 
Dheeraj Pandey, exposed the 
strategy of his company. Bet-
ting very early on the double 

concept of hyperconvergence and scalability, 
the company has remained at the forefront of 
a technological turnpoint, able to change the 
world of enterprises and datacenters. 

Being a forerunner, there are two options: 
failure or success. By betting well before the 
rest of the industry on a hyperconverged ap-
proach, Dheeraj Pandey took the best chance. 
A positive sign was the global partnership si-
gned in June 2014 with Dell, giving it a Web 
Scale offering based on Nutanix’s technology. 
A recognition signal strong enough for the 
entire industry, which has enabled Nutanix 
to raise $145 million last September. The rate 
of adoption of Nutanix appliances has seen an 
ever growing trend, hundreds of companies 
worldwide investing in Nutanix appliances. 
In France, many CAC40 (equivalent to the For-
tune 500) companies such as Accor and Total 
have chosen to invest in this developing and 
promising technology. 45% of Nutanix global 
sales are from outside of the United States, the 
European Union being the most fast-adopting 
region.

an oPen aPProaCH
The open and hyperconverged approach adop-
ted by Nutanix is consistent with a clear stra-
tegy and on which Dheeraj Pandey insists, one 
that offers the best in what has become Nuta-
nix’s specialty. As a new contender with its 
range of EVO:RAIL appliances, VMware offers 
the equivalent to Nutanix’s appliance. While 
discussing VMware’s closed architecture as 

opposed to Nutanix’s, Pandey insisted that he 
has no plans on developing a homegrown hy-
pervisor, arguing that it would not fit within 
his strategy, and confessing “to have no incli-
nation to compete with existing hypervisors 
on the market that do the job very well”.

Four trenDS For tHe Future
Dheeraj Pandey summarizes Nutanix stra-
tegy for the months and years ahead, around 
four pillars: hyperconvergence, full flash, the 
public Cloud and DevOps. It’s an ambitious 
goal: to reinvent the data center of the future. 
A software-defined strategy of which Nutanix 
became the specialist and whose prime objec-
tive is to support and conceal the underlying 
technicalities in order to simplify the vision of 
the operational framework for CIOs. This does 
not mean that Nutanix claims to have the only 
answer to all infrastructure needs, and em-
phasizes the seamless interoperability with 
existing storage systems and the cloud.

wHat’S in Store For tHe Future?
As a noted forerunner, Pandey has lifted the 
veil of some ongoing developments, like inte-
grating Machine Learning algorithms into 
their solutions, revealing a comprehensible 
and immediate benefit: collect and analyze 
data from thousands of operating parameters 
to achieve a predictive failure detection. Accor-
ding to Dheeraj Pandey, other announcements 
should be unveiled at the manufacturer’s an-
nual conference in Miami being held in June, 
including the possibility of a partnership with 
Docker and the announcement of new OEM 
partners. interView By JoSCelyn FloreS

Dheeraj Pandey summarizes Nutanix strategy 
for the months and years ahead, around four pillars: 
hyperconvergence, full flash, the public Cloud 
and DevOps.
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t he computing and telecommuni-
cations industries have ambitious 
plans for the future: Systems that 
will store information in the cloud, 
analyze enormous amounts of data, 

and think more like a brain than a standard 
computer. Such systems are already being de-
veloped, and scientists at IBM Research have 
demonstrated what may be an important step 

toward commercializing this next gene-
ration of computing technology. They 
established a method to integrate si-
licon photonic chips with the processor 
in the same package, avoiding the need 
for transceiver assemblies. The new 
technique, which has been presented 
on March 25th at this year’s OFC Confe-
rence and Exposition in Los Angeles, Ca-
lifornia, USA, should lower the cost and 
increase the performance, energy effi-
ciency and size of future data centers, 
supercomputers and cloud systems.

PHotonS inSteaD oF eleCtronS
Photonic devices, which use photons 
instead of electrons to transport and 
manipulate information, offer many 
advantages compared to traditional 
electronic links found in today’s com-
puters. Optical links can transmit more 
information over larger distances and 

are more energy efficient than copper-based 
links. To optimally benefit from this techno-
logy, a tight integration of the electrical logic 
and optical transmission functions is requi-
red. The optical chip needs to be as close to the 
electrical chip as possible to minimize the dis-
tance of electrical connection between them. 
This can only be accomplished if they are pac-
kaged together.

Silicon Photonics takes 
the next Step toward a 
High Bandwidth Future
researchers at iBM attach silicon photonic chips directly onto a processor 
package promising a faster, cheaper and lower energy future for computing 
systems, including cloud data centers
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“IBM has been a pioneer in the area of CMOS 
integrated silicon photonics for more than 12 
years, a technology that integrates functions 
for optical communications on a silicon chip,” 
said Bert Offrein, manager of the photonics 
group at IBM Research - Zurich. “In addition 
to the silicon technology advancements at 
the chip-level, novel system-level integration 
concepts are also required to fully profit from 
the new capabilities silicon photonics will 
bring,” he continued.

Optical interconnect technology is current-
ly incorporated into data centers by attaching 
discrete transceivers or active optical cables, 
which come in pre-assembled building blocks. 
The pre-packaged transceivers are large and 
expensive, limiting their large-scale use, Of-
frein said. Furthermore, such transceivers 
are mounted at the edge of the board, resul-
ting in a large distance between the processor 
chip and the optical components.

SiliCon PHotoniCS CHiPS are 
treateD SiMilarly to SiliCon CHiPS
Offrein and his IBM colleagues from Europe, 
the United States and Japan instead proposed 
an integration scheme in which the silicon 
photonic chips are treated similarly to ordi-
nary silicon processor chips and are directly 
attached to the processor package without pre-
assembling them into standard transceiver 
housings. This improves the performance and 
power efficiency of the optical interconnects 
while reducing the cost of assembly. Chal-
lenges arise because alignment tolerances in 
photonics are critical (sub-micron range) and 
optical interfaces are sensitive to debris and 
imperfections, thus requiring the best in pac-
kaging technology.

The team demonstrated efficient optical 
coupling of an array of silicon waveguides to 
a substrate containing an array of polymer 
waveguides. The significant size difference 
between the silicon waveguides and the poly-
mer waveguides originally presented a major 
challenge. The researchers overcame this obs-
tacle by gradually tapering the silicon wave-

guide, leading to an efficient transfer of the 
optical signal to the polymer waveguide. The 
method is scalable and enables the simulta-
neous interfacing of many optical connections 
between a silicon photonic chip and the sys-
tem. The optical coupling is also wavelength 
and polarization insensitive and tolerant to 
alignment offsets of a few micrometers, Of-
frein said.

“This integration scheme has the potential 
to massively reduce the cost of applying silicon 
photonics optical interconnects in computing 
systems,” Offrein said. Cheaper photonic tech-
nology enables its deployment at a large scale, 
which will lead to computing systems that can 
process more information at higher perfor-
mance levels and with better energy efficien-
cy, he explained.

“Such systems will be key for future applica-
tions in the field of cloud-computing, big data, 
analytics and cognitive computing. In addition, 
it will enable novel architectures requiring high 
communication bandwidth, as for example in 
disaggregated systems,” Offrein said.

A pioneer in the area 
of CMOS integrated 
silicon photonics for more 
than 12 years.
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oCZ Storage Solutions announced 
a new series of SATA III SSDs to 
add to its Intrepid 3000 enterprise 
portfolio. The new Intrepid 3700 
SSD Series delivers superior per-

formance and I/O latency responses that 
dramatically improve application per-
formance and I/O efficiencies, and sup-
ports higher storage densities up to 2TB 
representing OCZ’s largest capacity enter-
prise SATA SSDs to date.

“Datacenter customers have asked for larger 
solid state drives that do not make any sacri-
fices in performance or endurance to address 
the need to manage the ever growing amounts 
of data being generated by today’s computing 
environments,” said Daryl Lang, CTO at OCZ 
Storage Solutions. “Our new Intrepid 3700 Se-
ries is designed to meet these market require-
ments for an easy to deploy solid state solution 
that delivers the very best balance of features, 
endurance, and capacity.”

The Intrepid 3700 Series is available in four 
models supporting 240GB, 480GB, 960GB and 
1,920GB usable storage capacities and utilizes 
the latest Toshiba A19nm NAND flash. Each 
model is driven by OCZ’s Everest 2 controller 
platform which includes an optimized firm-
ware architecture and advanced flash mana-
gement that efficiently manages all housekee-
ping routines (such as garbage collection and 
wear-leveling) which enables the Intrepid 
3700 Series SSDs to maintain performance 
over the long term. In a steady state condi-
tion the Intrepid 3700 series delivers excellent 
performance for both large block sequential 
operations, as well as small block random 

operations. This includes up to 540 MB/s for 
sequential reads (128KB blocks), 470 MB/s for 
sequential writes (128KB blocks), 91,000 input/
output operations per second (IOPS) for ran-
dom reads (4KB blocks) and 13,000 IOPS for 
random writes (4KB blocks).

The Intrepid 3700 Series supports the in-
dustry standard 2.5-inch form factor, utilizes 
premium NAND flash, and guarantees up to 
one complete DWPD for 5 years. It is ideally 
suited for such read-intensive applications as 
online archiving, media streaming, video on 
demand (VOD), virtual desktop infrastruc-
ture (VDI) and web browsing applications, to 
name a few. All Intrepid 3700 Series models 
will be available through OCZ’s global chan-
nel of authorized enterprise solution resellers. 
More information on the Intrepid 3700 Series 
can be accessed at www.ocz.com/enterprise.

oCz intrepid 3700 Series
it Delivers Superior Sustained Performance for enterprise it / 
Hyperscale environments and Cloud Service Providers

http://www.ocz.com/enterprise
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M ellanox Technologies, Ltd. an-
nounced Mellanox Multi-Host, 
an innovative technology that 
provides high flexibility and 
major savings in building next 

generation, scalable Cloud, Web 2.0 and high-
performance data centers. The new technolo-
gy enables designing and building new scale-
out heterogeneous compute and storage racks 
with direct connectivity between compute 
elements, storage elements and the network, 
better power and performance management, 
while achieving maximum data processing 
and data transfer at minimum capital and 
operational expenses. Mellanox Multi-Host 
technology is available today in the company’s 
line of ConnectX-4 10/25/50/100 Gigabit Ether-
net adapters, and in OCP-based boards as part 
of Facebook’s recently announced Yosemite 
platform.

Mellanox Multi-Host technology enables di-
rect connectivity of multiple hosts to a single 
network controller, while keeping each host 
completely independent from the others. 
Moreover, the hosts can be based on different 
CPU architecture (i.e. x86, Power, ARM etc.) 
and dedicated Quality of Service and host ma-
nagement channels are guaranteed to each of 
the hosts. At the same time, the hosts share the 
same network interface thus saving on switch 
ports, cables, real estate and power.

“The increase in compute workload den-
sities expected over the next two years with 
cloud computing, dictates new server archi-
tecture requirements for agility, customized 
servers and better performance, with reduced 

costs,” said Cliff Grossner, Ph.D., research di-
rector, data center, cloud and SDN at Infone-
tics Research, now part of IHS Inc. “Mellanox, 
with its multi-host capability, is bringing inno-
vation to server architecture, and data center 
operators would be advised to evaluate this 
new technology.”

“In today’s world of massive data, huge data 
centers, private and public cloud computing, 
Web 2.0, and Big Data analytics applications, 
providing a technology that increases com-
puting and storage capabilities at minimal 
cost is a challenge,” said Michael Kagan, CTO, 
Mellanox Technologies. “Mellanox Multi-Host 
technology will provide our partners with a 

solution that achieves maximum utilization 
of computing power and network speed while 
lowering total cost of ownership and operatio-
nal expenses.”

The direct connectivity between the mul-
tiple hosts and the centralized network 
controller enables direct data access with 
lowest latency, overcoming performance 
bottlenecks due to the current server NUMA 
architecture. Furthermore, it enables better 
utilization of lower performance CPUs which 
now can share network aggregation directly 
from the network controller. 

Mellanox announces Multi-Host 
technology, enabling next generation 
Compute and Storage rack Design 
for Scalable Clouds and Data Centers

“Providing a technology 
that increases computing 
and storage capabilities 
at minimal cost is a challenge”
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F irst 14nm Intel Xeon Product Family 
Delivers Server-Class Capabilities 
in a Dense, Low- Power System-on-
Chip Optimized for Cloud, Telco 
Service Providers and Web Hosters. 

The Intel Xeon processor D product family, the 
company’s first Intel Xeon processor-based 
system-on-chip (SoC). Built on Intel’s industry-
leading 14nm process technology, the Intel 
Xeon processor D product family combines 
the performance and advanced intelligence of 
Intel Xeon processors with the size and power 
savings of an SoC.

The rapid proliferation of connected devices 
is driving exponential growth in data traffic, 
increasing the demands on the data center and 
network infrastructure for cloud and telecom-
munication service providers. As these custo-
mers look to efficiently scale their network in-
frastructure and seek to rapidly deliver new, 
revenue generating services, they are moving 
to standard Intel architecture to provide both 
the technology solutions and consistency re-
quired across the data center and network.

The Intel Xeon processor D product family 
offers new options for addressing the growing 
need for low-power, high density infrastruc-
ture solutions, extending Intel technology 
from the edge of data centers to the network. 
This provides customers with enhanced intel-
ligence and greater agility to rapidly deliver 

new services at a lower total cost of ownership 
(TCO). Also, with server-class reliability, avai-
lability and serviceability (RAS) features now 
available in an ultra-dense, low-power device, 
telecommunication service providers will be 
able to deliver intelligent edge networks.

“The growth of connected devices and de-
mand for more digital services has created 
new opportunities for information and com-
munication technology,” said Diane Bryant, 
senior vice president and general manager of 
the Data Center Group at Intel. “By bringing 
Intel Xeon processor performance to a low-
power SoC, we’re delivering the best of both 
worlds and enabling our customers to deliver 
exciting new services.”

PriCing anD aVailaBility 
intel Xeon Processor D-1520 (4-core) $199.00
intel Xeon Processor D-1540 (8-core) $581.00

intel Packs Power, intelligence of 
Xeon Processor into System-on-
Chip offering to target new, growing 
network opportunities

The rapid proliferation of connected devices is driving 
exponential growth in data traffic
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t his name undoubtedly does not 
tell you anything and it is comple-
tely normal. This association which 
has been just created, has the role 
to sensitize, evangelize and educate 

the academic, scientific and industrial com-
munity on the use of technologies of the HPC. 
This does not by any means compete with 
Teratec, the European pole of competence in 
high performance digital simulation. The HPC 
Academy is above all, as its name suggests it, 
a school dedicated to HPC and a space open to 
all (student, professors, researchers, professio-
nals, manufacturers, etc). The objective is to 
support the exchanges between its members, 
to encourage young companies and to accom-
pany the technology innovation - on the Euro-
pean territory. HPC Academy proposes for ins-
tance many courses of continuing education 
in parallel programming. These modules will 
be paid for and used to finance forthcoming 
actions in Europe. Any working professional, 
job-seeker or scientist can be trained in many 
fields (Fortran/C/C++, parallel calculation, ma-
terial infrastructure, etc). Currently, the HPC 
Academy proposes five qualifying modules, 
among which are the OpenCL and NVIDIA 
Cuda  programming languages. In June, a 
course entirely dedicated to the Intel Xeon Phi 
accelerator will be starting. A first in France, 
even in Europe. Several training courses will 
be in English. “Our aim is to support the re-
conversion and the professional insertion of 
our members” comments Christophe Rodri-

gues, Executive director of the HPC Academy. 
Former head of marketing for CARRI Systems, 
he now directs the association on an operatio-
nal level. “With our member partners, in the 
upcoming months we will carry out, the tech-
nological initiation near the students of higher 
education educational establishments. Our 
goal is to create vocations and to encourage 
the engineers of tomorrow to acquire compe-
tences in calculation high efficiency” he adds. 
To discover HPC Academy, its courses and its 
services, go on www.hpc.academy.

HPC academy :  
ready, set, go !
to Promote High Performance Computing and to democratize the knowledge 
about parallel programming  on the european territory. Such is the mission of 
the HPC academy.

http://www.hpc.academy
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Parallel I/O is an integral component of modern high 
performance computing (HPC), especially in storing 
and processing very large datasets to facilitate scien-
tific discovery. Revealing the state of the art in this 
field, High Performance Parallel I/O draws on insights 

from leading practitioners, researchers, software architects, developers, 
and scientists who shed light on the parallel I/O ecosystem. The first part 
of the book explains how large-scale HPC facilities scope, configure, and 
operate systems, with an emphasis on choices of I/O hardware, mid-
dleware, and applications. The book then traverses up the I/O software 
stack. The second part covers the file system layer and the third part dis-
cusses middleware (such as MPIIO and PLFS) and user-facing libraries 
(such as Parallel-NetCDF, HDF5, ADIOS, and GLEAN). Delving into real-
world scientific applications that use the parallel I/O infrastructure, the 
fourth part presents case studies from particle-in-cell, stochastic, finite 
volume, and direct numerical simulations. The fifth part gives an over-
view of various profiling and benchmarking tools used by practitioners. 
The final part of the book addresses the implications of current trends in 
HPC on parallel I/O in the exascale world. Chapman and Hall/CrC, Prabhat, 
Quincey koziol, 434 pages, $86.50

the authors present 
methods to reduce 
computer energy 
consumption by 
a better use of 

resources and by 
maximizing the 
efficiencies of 
applications. the 
processor frequency is 
adjusted to the needs 
of the running job, 
leading to a power drop 
in servers and PCs, 
and increasing battery 
life time of laptops. 
it is shown how 
computer resources 
can be optimally 
adapted to application 

needs, reducing job 
run time. the job-
related data is stored 
and reused to help 
computer managers 
to stop old machines 
and to choose new 
ones better adapted 
to the application 
community. Springer, 
ralf gruber, Vincent 
keller, 215 pages, 
$89.99 (digital 
edition $69.99)

BookS

Big Data: 
algorithms, 
analytics and 
applications
Data is generated at 
an exponential rate 
all over the world. 
through advanced 
algorithms and 
analytics techniques, 
organizations can 
harness this data, 
discover hidden 
patterns, and use 
the findings to 
make meaningful 
decisions. Containing 
contributions from 
leading experts in 
their respective fields, 
this book bridges 
the gap between the 
vastness of big data 
and the appropriate 
computational 
methods for scientific 
and social discovery. 
it also explores 
related applications 
in diverse sectors, 
covering technologies 
for media/data 
communication, 
elastic media/data 
storage, cross-
network media/data 
fusion, SaaS, and 
more. Chapman and 
Hall/CrC, kuan-
Ching li, Hai Jiang, 
laurence t. yang, 
alfredo Cuzzocrea, 
486 pages, $115

HPC@green it: green High  
Performance Computing Methods

High Performance  
Parallel i/o
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MooCS

introduction 
to Programming 
with MatlaB
This course teaches computer programming 
to those with little to no previous experience. It 
uses the programming system and language cal-
led MATLAB to do so because it is easy to learn, 
versatile and very useful for engineers and other 
professionals. MATLAB is a special-purpose 
language that is an excellent choice for writing 
moderate-size programs that solve problems 
involving the manipulation of numbers. The de-
sign of the language makes it possible to write a 

powerful program in a few lines. The problems 
may be relatively complex, while the MATLAB 
programs that solve them are relatively simple: 
relative, that is, to the equivalent program writ-
ten in a general-purpose language, such as C++ 
or Java. As a result, MATLAB is being used in 
a wide variety of domains from the natural 
sciences through all disciplines of engineering 
to finance and beyond, and it is heavily used in 
industry. Hence, a solid background in MATLAB 
is an indispensable skill in today’s job market.
 
School: Université Vanderbilt
Class start: April 14th
Course length: 9 weeks
estimated effort: 4-6 hours/week
link: https://fr.coursera.org/course/matlab

Building Cloud 
apps with 
Microsoft azure
Part 1
learn to build real-world cloud 
solutions from Microsoft 
experts. this course will 
walk you through a patterns-
based approach to building 
real-world cloud solutions. 
the patterns apply to the 
development process as well 
as to architecture and coding 
practices. the concepts are 
illustrated with concrete 
examples, and each module 
includes links to other 
resources that provide more 
in-depth information. the 
examples and the links to 
additional resources are for 
Microsoft frameworks and 
services, but the principles 
illustrated apply to other web 
development frameworks and 

cloud environments as well. 
this is part one of a three 
course series.
 
School: Microsoft
Classes Start: 31 Mar 2015
Course length: 4 weeks
estimated effort:  
4 hours per week
link: https://www.edx.
org/course/building-cloud-
apps-microsoft-azure-part-
microsoft-dev202-1x#.Vr-
oVvmsuhc
 

introduction to 
Java Programming
Part 1
learn the fundamental elements 
of Java programming and data 
abstraction. Do you want to 
become a better problem solver? 
this Java course will provide 
you with a strong understanding 
of basic Java programming 

elements and data abstraction 
using problem representation 
and the object-oriented 
framework. as the saying goes, 
“a picture is worth a thousand 
words.” this course will use 
sample objects such as photos 
or images to illustrate some 
important concepts to enhance 
understanding and retention. 
you will learn to write procedural 
programs using variables, arrays, 
control statements, loops, 
recursion, data abstraction 
and objects in an integrated 
development environment.
 
School: Hong kong university 
of Science and technology
Classes Start: 6 apr 2015
Course length: 5 weeks
estimated effort: 3-5 hours 
per week
link: https://www.edx.org/
course/introduction-java-
programming-part-1-hkustx-
comp102-1x-0

S T A R T I N G  S O O N

A L R E A D Y  S T A R T E D

https://fr.coursera.org/course/matlab
https://www.edx.org/course/building-cloud-apps-microsoft-azure-part-microsoft-dev202-1x#.VR-OVvmsUhc
https://www.edx.org/course/building-cloud-apps-microsoft-azure-part-microsoft-dev202-1x#.VR-OVvmsUhc
https://www.edx.org/course/building-cloud-apps-microsoft-azure-part-microsoft-dev202-1x#.VR-OVvmsUhc
https://www.edx.org/course/building-cloud-apps-microsoft-azure-part-microsoft-dev202-1x#.VR-OVvmsUhc
https://www.edx.org/course/building-cloud-apps-microsoft-azure-part-microsoft-dev202-1x#.VR-OVvmsUhc
https://www.edx.org/course/introduction-java-programming-part-1-hkustx-comp102-1x-0
https://www.edx.org/course/introduction-java-programming-part-1-hkustx-comp102-1x-0
https://www.edx.org/course/introduction-java-programming-part-1-hkustx-comp102-1x-0
https://www.edx.org/course/introduction-java-programming-part-1-hkustx-comp102-1x-0
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tHe HPC  
oBSerVatory

$44 Billion
This is the projection of the worldwide turno-
ver of HPC in 2020. Market Research Media 
research firm expects the area of supercom-
puting will grow an average of 8.3% annually 
to reach $ 44 billion in 2020 . This sector will 
also generate 220 billion dollars in cumulative 
sales over the period 2015-2020. Source : http://
www.marketresearchmedia.com/

1  tianhe-2 
national Supercomputing Center in Canton: 
33863/54902 tFlops Manufacturer: 
NUDT, architecture Xeon E5-2692 Xeon Phi 
31S1P +, TH Express-2

2  titan 
ooak ridge national laboratory, uSa: 
17590/27113 tFlops Manufacturer: Cray 
XK7, architecture Opteron 6274 + Nvidia 
Tesla K20X Cray Gemini Interconnect

3  Sequoia 
lawrence livermore national laboratory, 
uSa: 17173/20133 tFlops Manufacturer: 
IBM Blue Gene / Q architecture 
PowerPC A2

tHe toP 3 oF tHetoP 500

the toP500 ranks every six months the 500 
most powerful supercomputers in the world. the 
two selected values, rMaX and rPeak represent 
the computing power and maximum theoretical 
linpack.

1  5271,81 MFlops/w 
gSi Heimholtz Center (germany) 
57.15 kilowatts consumption

2 4945,63 MFlops/w 
High energy accelerator kek (Japan) 
37.83 kilowatts consumption 

3  447,58 MFlops/w 
gSiC Center, tokyo institute 
of technology (Japan) 
35.39 kilowatts consumption

tHe toP 3 green 500

green 500 rankis the most energy efficient 
supercomputers in the world. energy efficiency 
is assessed by measuring performance per watt. 
the unit is here MFloP / watt.



http://www.teratec.eu
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while we thought the area of super-
computing was quite (relatively) 
flat, we did not count the vitality of 
a growing market that is likely to en-
courage new architectural pathways. 
what spurs the established players 

to go further. round up.

High Speed 
Computing 

Where’s the 
industry going
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a t the beginning of this year, the 
landscape of hardware accele-
ration has significantly evolved 
with players able to innovate 
on fronts other than raw power. 

For we must now also consider the energy 
consumption and the performance / consump-
tion ratio, as evidenced by the recent uphea-
val at the top of Green 500 (see interview with 
AMD’s Jean-Christophe Baratault in this issue). 
In both cases, the challenge is for accelera-
tion solution designers to increase – more and 
more – efficiency. This challenge is regularly 
raised by the famous Moore’s law but also by 
real architectural progress. And where once a 
solution needed years in the making, the time 
has come that Agile, with short iterative cycles 
,and micro-architectural developments that 
have a real and measurable impact over CPU 
generations.

tHe HarDware iS not eVerytHing
In terms of acceleration, the hardware is not 
enough. The software part is at least as impor-
tant, as evidenced by the evolution of several 
programming paradigms, such as NVIDIA’s 
CUDA, or other Open implementations like 
Open MP and OpenCL, which promote cross-
pollination of ideas and helping to create ever 
more sophisticated algorithms.

CPu againSt gPu?
The last two years have been marked by a 
rather virulent opposition between CPU and 
GPU approaches. The GPU side was advocated 
by AMD and Nvidia but requires revision of 
the code to take advantage of the parallel ar-
chitecture. On the other side Intel favored the 
CPU approach thanks to its x86 compatibility. 
The two approaches are not mutually exclu-

sive, as illustrated by the solution adopted by 
the TACC (Texas Advanced Computing Cen-
ter) for its Stampede supercomputer. The lat-
ter combines Xeon E52680 8-core processors, 
Xeon Phi and Nvidia GPU Kepler K20. Best of 
both worlds!

iS tHere a winner?
One is tempted to answer this question by yes 
and no. In reality, it is not only the platform ac-
celeration that will make the difference. The 
code being executed will also improve the per-
formance. This includes specific portions that 
have been rewritten to take full advantage of 
the hardware solution on which it runs. Some 
highly iterative treatments will benefit from 
being optimized on a GPU base, but others 
increase their efficiency on Xeon Phi architec-
tures.

Some of the newest directions we present in 
this review are of the “many core” types. The 
Kalray many core approach is worth being 
carefully considered. And just recently again, 
OpenPower consortium could surprise thanks 
to the architectural changes that we describe 
later. One thing is certain: whereas perfor-
mance performance was once a matter of 
clock frequency, it is now the result of a subtle 
alchemy of massively parallel processors, ar-
chitectural innovations and implementation 
execution, all combined with a software envi-
ronment that all together, help in strengthe-
ning High Performance Computing. 

RePoRt By raMon laFleur

It is imperative for acceleration solution designers to in-
crease efficiency - again. This challenge is regularly ob-
served by evolution.
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to be fair NVIDIA is the front runner in 
if GPU acceleration. Since 2006, with 
a nice consistency, the manufactu-
rer has been developing the concept 
and providing the tools necessary for 

its operation. The initial strategy has not chan-
ged, which reconciles the explosion of the per-
formance of graphics chips and the increasing 
demand for power from the HPC community.

FroM kePler to MaXwell
Kepler had greatly innovated on several fronts. 
Partial calculation (useful in fluid mechanics) 
to explore multiple assumptions and integrated 
SMX units (for eXtreme Streaming Multiproces-
sor) were the biggest advances in pure paral-
lelization. The parallel flow management me-
chanism, renamed SMM is capable of handling 

32 CUDA cores, 8 units of load / store units and 
8 function units. Incidentally, Maxwell loses 
the crossbar which helped SMM units commu-
nicate together, saving a few watts in the way 
when not in use. This allows the 128 SMM cores 
to provide 90% of the performance of 192 SMX 
cores. To ensure optimal distribution and pro-
cessing of threads within each SMM unit, each 
includes a pool of four Warp schedulers.

iMProVeD inStruCtion eXeCution
Each Warp Scheduler, consisting of 32 paralle-
lized threads, can handle two instructions in 
parallel. Coupled to eight instruction dispat-
chers, schedulers are able to process up to four 
Warp with two independent instructions per 
clock cycle. This organization primarily pro-
motes already highly optimized operations 
such as FMA (Fused Multiply Add), which in 
one cycle executes the calculation of the pro-
duct of two double precision numbers, the 
addition of a third and applies a given round. 
Especially effective, this operation is found in 

Maxwell ii : the GPU  
that reconciles and rekindles 
performance and consumption
the latest generation of Maxwell ii accelerators has made decisive gains 
in terms of performance, range and efficiency by incorporating all the 
advances of the previous generation.

CuDa: a vast catalog 
of applications 
the majority of tesla and kepler compatible 
applications and libraries are compatible with 
Maxwell. the complete catalog includes many 
references in all areas of basic numerical 
analysis to molecular chemistry through CaD, 
animation or finance.  http://www.nvidia.fr/
object/gpu-computing-applications-fr.html

http://www.nvidia.fr/object/gpu-computing-applications-fr.html
http://www.nvidia.fr/object/gpu-computing-applications-fr.html
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many matrix calculations, polynomial, scalar 
and vector, hence its importance in HPC envi-
ronment. Maxwell is also out with a unified 
memory management, a double gain for per-
formance and developers.

reDuCeD ConSuMPtion, DouBleD 
PerForManCe
This strong technical base is why NVIDIA 
has focused on Maxwell and reducing ener-
gy consumption, with positive results since 
consumption is halved when compared to the 
Kepler architecture. In fact, while maintaining 
the same consumption, performance is dou-
bled, thus showing that architectural develop-
ments are targeted in the correct direction.

wHat’S neXt?
Nvidia is already working on Pascal, the suc-
cessor to Maxwell scheduled for 2016. Pascal 
architexcture will focus on increased me-
mory density (stacked DRAM), a unified me-
mory space and the integration of NVLink, a 
new high performance bus (80 to 200 Gbps) 
between CPU and GPU, but also between 
GPUs.

geForce gtX980 (Maxwell gM204)
number of stream processors 2048
Memory: 4gB DDr5
Single-precision: 4.16 tFlops
Power consumption: 165w

Xeon Phi: x86 compatibility above all
with the Xeon Phi, intel offers another way to design parallelized platforms 
while remaining in a known x86 environment and opening it up for all design 
scenarios. a technically successful bet.

t he main argument of Intel Xeon Phi 
with and x86 compatibility is to of-
fer its customers a Xeon way of natu-
ral evolution, in order to capitalize 
on already developed applications. 

Phi is itself a cluster, led by a dedicated Linux 
that fully supports the x86 memory organiza-
tion, arithmetic, floating point IEEE 754 and 
major scientific programming languages such 
as C, C ++ and Fortran.

a CluSter in your CluSter
One CPU is capable of supporting multiple Phi 
accelerators (up to 8). Once they are installed, 
they communicate autonomously, without in-
tervention from the host system: locally via the 
PCIe bus P2P interconnections and remotely 
via Ethernet network interfaces or preferably 
InfiniBand. 60 cores (4 threads per heart) each 
have two L1 cache (32KB for instructions 32KB 
for data) and a unified L2 cache of 512 KB.

a VPu anD raPiD  
CoMMuniCationS ring
Within each core lies a 512-bit wide VPU (Vec-
tor Processing Unit), an interface ring and a 
private L2 cache. It is the VPU that makes each 
Phi core shine. Its SIMD width is most effective 
with parallel workloads. Unlike a Maxwell 
accelerator, the internal architecture of Phi is 
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not fundamentally specialized. It does not re-
flect the logical process of parallelization com-
pared to the CUDA environment. This generic 
approach translates as a 64-bit bidirectional 
ring supported by five additional rings dedi-
cated to addressing and flow control.

tHe iMPortanCe  
oF tHe VariouS CaCHeS
Another distinctive point of Phi compared to a 
GPU accelerator is its MIC architecture which 
capitalizes much on organization, the size 
and use of caches. The latter are paramount 
for Phi’s performance, hence the importance 
of knowing MIC intimately for optimal pro-
gramming (affinity data, design vectors and 
data tables) and thus ensure maximum appli-
cation scalability.

a PerForManCe-orienteD 
CoProCeSSor 
Phi confirms its complementarity with Xeon 
CPUs and therefore its true identity: a copro-
cessor designed to take over the CPU when 
certain application conditions are met. Phi 

performance on SGEMM, EMM or Linpack are 
improved on average around 2.4X by adding a 
Xeon Phi Xeon E5-2680 with a Phi utilization 
rates between 75 and 85% in all three cases. 
On specific treatments however, some finan-
cial applications have a performance impro-
vement factor over 10X.

wHat’S neXt?
The second generation Xeon Phi (codenamed 
Knight’s Landing), scheduled for the second 
half of 2015 and built on a Silvermont archi-
tecture designed for HPC, promises to push 
the limits of the current version with single-
threaded processing capacity multiplied by 
3, a bandwidth and improved energy output 
by a factor of 5 and a computing power of 3 
TFlops!

intel Xeon Phi 7120P
number of Cores: 61
Memory: 16 gB DDr5
Single-precision: 2.44 tFlops
Double precision: 1.22 tFlops
Power consumption: 300w

aMD: topping the Green 500  
is not enough
aMD has based its strategy on a new heart, graphics Core next and a 
range of cards to attack a market dominated by its big competitor 
nViDia. enough to top the green 500.

a MD’s product range consists of 4 S 
accelerators: FirePro S9050, S9100, 
S10000 and s9150 with respecti-
vely 1792 2560, 2816 and 2x1792 
stream processors. The S10000 

flagship accelerator beat several records. Be-
sides access to the very top of the envied Green 
500 podium, it provides 2 TFlops DGEMM and 
managed to surpass simultaneously 5 GFlops 
per Watt.

a new engine Built 
For Parallel 
CoMPuting
The secret of the 
performance of 
AMD accelerators 
is called Graphics 
Core Next, a high-speed 
and highly parallelized archi-
tecture designed for intensive use. Each 
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GPU is built for managing both compute tasks 
and GPU operation, managed by separate 
schedulers to optimize parallel processing. On 
the development side, AMD is compatible with 
open standards such as OpenCL, OpenMP and 
OpenACC.

FirePro S9150, aMD’S  
PorSCHe For HPC
If the S10000 is the Rolls of AMD’s accelerators, 
the S9150 could be compared to a Porsche. 
More affordable, more manageable and ta-
king advantage of all the architectural evolu-
tion of its big brother, the S9150 has created the 
event when it was launched in August 2014. 
The FirePro S9150 provides computing power 
of 2.53 TFlops in double precision (1.22 TFlops 
in double precision), a score better than NVI-
DIA’s competitor at the time.

HigHer PerForManCe,  
lower ConSuMPtion
Admittedly, the result is positive. The S10000 
boasts a flattering 3.94 Gflops performance 
per watt (1.48 TFLOPS in total), and can occa-
sionally be overclocked if the application re-
quires, automatically or programmed by the 
developer. The driver optimizes the perfor-
mance of scalar and vector units working in 
parallel.

wHat’S neXt?
As already demonstrated with the range of S 
accelerators, AMD is working on multi-core 
APUs. The presence of a GPU in the APU allows 
further massively parallelized treatments. 
AMD is said to be working on other tracks, 
additional APU approaches to improve specifi-
cally in the treatment of large volumes of data 
including HPC.

aMD FirePro S9150
number of stream processors: 2816
Memory: 16 gB DDr5
Single-precision: 5.07 tFlops
Double precision: 2.53 tFlops
Power consumption: 235w

kalray, the French 
outsider
kalray is a French company that has 
focused on the design of a family of 
programmable manycore processors 
with ambitious self-imposed 
challenges 256 cores to start, 512 
and 1024 to come.

a french company based in Essonne 
and Isere, since 2008 Kalray has been 
developing a family of manycore pro-

cessor type (multiple cores) for supercompu-
ting. With the particularity of having focused 
on two areas: the computing power and low 
consumption. Also targeted are the fields of 
image processing and signal processing, te-
lecommunications, high performance com-
puting, industrial control, management and 
data security and transport, as well as virtual 
reality applications.

aSiC or FPga? neitHer oF tHe two!
Rather than having to choose between tradi-
tional but costly and inflexible FPGAs or ASICs, 
Kalray invented its own way. The result is cal-
led MPPA (Multi Purpose Processor Array), an 
innovative approach that integrates 16 clusters 
of 16 cores in a single substrate for a total of 256 
cores! Programming of MPPA Kalray is done 
through the Eclipse IDE, combined with high-
level in-house C / C ++. programming models.
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kalray anD terateC
Kalray is involved in various French and Eu-
ropean projects based on parallel computing 
technologies and compilation for multi- and 
many-core architectures. These include in par-
ticular CHAPI - High Performance Embedded 
Computing for Industrial Applications, Small 
& Medium series and SIMILAN - Simulation & 
high performance implementation for digital 
signal processing.

wHat’S neXt?
As explained by Laurent Julliard, Director of 
Kalray’s Solutions and Enterprise Software, 
the roadmap has two significant milestones, 
with models including 512 and 1024 cores. 
These were demonstrated last November at 
SC14, and provides processing power of 5 
TFlops. Highly scalable, the performance is 75 
GFlops / W.

kalray MPPa-1024 number of Cores: 1024
Memory: 4gB DDr5 Single-precision: 5 tFlops
Power consumption: 66w

C reated in August 2013 by IBM and soon 
joined by Google, Tyan, Mellanox and 
Nvidia, the OpenPower Foundation is an 

open initiative around IBM’s Power Technology 
processor and technology. Since the announce-
ment, OpenPower has converged with CUDA.

a MaSSiVely Multi-tHreaDeD 
ProCeSSor
POWER8 is the result of a $ 2.4 billion investment 
program over a three-year period. POWER8 is a 
massively multi-threaded processor, with each 
of its 12 cores having the ability to manage eight 
hardware threads simultaneously, for a total  of 
96 simultaneous threads. The processor uses 
many edram (embedded DRAM) caches for 

iBM openPower
with openPower, iBM enters 
the HPC CPu arena

performance improvement. With an enhanced 
input / output section able to provide a perfor-
mance gain three times its POWER7 predeces-
sor, the major change concerns the GX ++ bus 
which gives way to the CAPI (Coherent Interface 
Processor Accelerator) bus. This high speed bus 
designed to interconnect the processor with 
GPUs, ASICs and FPGAs. With the additional ad-
vantage of allowing access to unified memory 
address space to other CPUs via the CAPI bus.

ConSuMPtion unDer SurVeillanCe
POWER8 also contains a controller circuit (OCC, 
On-chip controller), a thermal management mi-
crocontroller based on a PowerPC 405 processor. 
With 512 KB of integrated SRAM, OCC manages 
POWER8 operating frequency, voltage, memory 
bandwidth, and thermal control for both the 
processor and memory. It can regulate voltages 
across 1764 board voltage regulators (IVRS) on 
the fly. The OCC POWER8 may overclock the pro-
cessor, or lower energy consumption by reducing 
the frequency of operation, a mechanism similar 
to the configurable TDP of some Intel and AMD 
processors. OpenPower is not an isolated initia-
tive, and may well join smoothly into the ecosys-
tem of solutions from Nvidia as stated by the two 
actors through a strategic partnership unveiled 
at Supercomputing 2013. The first product of this 
joint initiative IBM Power Systems S824L.

openaCC & openMP
openMP (open Multi-Processing) is a 
programming interface for parallel computing 
on shared memory architecture. this aPi is 
supported on many platforms, including unix 
and windows. openMP consists of a set of 
instructions and a software library. 

openaCC is a programming standard for 
parallel processors developed by Cray, CaPS, 
nViDia and Pgi. openaCC was designed for 
the code optimizer on CPu systems as gPu. 
like openMP, the developer can specify via the 
compiler directives code portions and additional 
functions to use. 
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HPC labs
HPC Labs is the technical unit of the HPC 
Media group and totally independent of the 
manufacturers. HPC Labs’ mission is to de-
velop methodologies and materials testing 
and software metrics in the high perfor-
mance IT world. Capitalizing on best prac-
tices in the field, these tools are based on 
several decades of joint experience of the 
laboratorys’ management.

HPCBench Solutions
Specifically designed for HPC Review, the 
HPCBench Solutions assess not only per-
formance but also other equally important 
aspects in use, such as energy efficiency, 
sound volume, etc. To differentiate synthe-
tic protocols like Linpack, these protocols 

allow direct comparison of solutions per-
taining to the same segment, resulting in 
a single index taking into account the spe-
cific hardware or software 
tested. For example, an SSD 
will be tested with the HPC-
Bench Solutions> Storage, 
while a GPU accelerator will 
be tested with the HPCBench 
Solutions> accels. Rigorous 
and exhaustive, these pro-
tocols allow you to choose 
what will be for you, objectively, the best 
solution.

How do we test ?

HPC Bench
global index 9 108
a single synthetic index to help you 
compare our test results

a technical 
recognition 
award
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Fujitsu Cluster in a Box
with its hyper-converged Cluster-in-a-Box system, Fujitsu provides an
offer pre-installed on windows Server 2012 r2 and preconfigured as
high availability cluster.

C omputer room designers and 
CIOs know it well: defining and 
deploying a converged infras-
tructure is complex, risky and 
often difficult to estimate in ti-

meframe. To which must be added another 
prerequisite: in fact, this kind of project 
requires a thorough knowledge of all hard-
ware and software components and their in-
terdependencies. Suffice it to say that this is 

not a risk exempt from transaction inconsis-
tency. To meet these needs, Fujitsu has deve-
loped a Cluster-In-A-Box offer that is simply 
a converged preconfigured and preinstal-
led infrastructure in a single chassis, built 
around two Windows Server 2012R2 Hyper-
V servers configured as a high availability 
cluster. It installs in minutes and allows 
you to host your VMs in Hyper-V in optimal 
conditions. The solution is built on two Pri-
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mergy CX272 servers, has a shared sto-
rage space consisting of 12 hot plug SAS 
drives and hosts the appropriate network 
components. Everything here is redun-
dant. The end result is a 100% Microsoft 
solution that saves you from needing to 
set up a Windows cluster and take any 
risk in the implementation. The Fujitsu 
way is far easier: connect it, it works and 
it is optimized.

With this offer, with all components 
are tested and certified compatible and 
operational immediately. Fujitsu elimi-
nates all potential points of failure in the 
development of such an enterprise infras-
tructure, while saving considerable time in 
deployment. Within minutes following the 
installation wizard and configuration to ap-
ply the chosen configuration, it is connected 
to your existing infrastructure. This ease 
of deployment is even more valuable in the 
case of subsidiaries or agencies connected 
to a central site. Once the login fields and 
authentication are 
completed and the 
machine integrated 
to the existing Ac-
tive Directory, the 
server is ready to be 
operated locally and 
administered remo-
tely. Note that in addi-
tion to the basic confi-
guration, Fujitsu has specialized consulting 
teams available to any company with speci-
fic needs for database integration to extend 
this integration even further.

Each Primergy CX272 blade server in this 
cluster has two Intel Xeon E5-2609 proces-
sors and 16GB of onboard memory (expan-
dable to 256 GB), two PCI Express 3.0 slots 

free for 10GbE or InfiniBand connectivity 
option and a two-disk boot SATA or SSD. The 
assembly is redundant with a failover clus-
tering mechanism through shared storage 

volumes. The redundant power is 
2x1200 Watts.

In conclusion, the 
Fujitsu Cluster-in-a-Box 
has convinced us, and is 
adapted to the current 
requirements for com-
panies with experience 

in the administration of 
Microsoft Windows Server. 

Designed for large SMEs and their 
branches, the Primeflex Cluster-in-a-box of-
fers an affordable continuous availability 
offering to protect critical data and enter-
prise services. raMon laFleur

1 x PriMergy CX420 S1 server - 2x 1,200w Power Supply units - 4x 1tB drives nl-SaS – 2x PriMergy 
CX272 S1 Servers. each PriMergy CX272 server includes: 2x intel Xeon processor e5-2609, 16 gB 
memory, SaS dual-port interface, 2x 500gB Sata disks (raiD 1), 1x windows Server 2012 r2 Standard 
(2 CPu)

HPC Bench
indice total 8 890

no need to rummage in the manufacturer’s 
catalog to restore this offer. Fujitsu also improved 
the concept with a single reference to this unique 
product: BDl: 1461V135-ClB32. well done. 
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t he HP Z840 is a high-end desktop 
workstation made for hypercriti-
cal engineering and scientific tasks 
and projects. Its dual octo-core 
Intel Xeon processors and Nvidia 

Quadro K4200 graphics are equipped to help 
you evaluate multiple scenarios. Whether you 
are trying to differentiate between natural 
gas and crude oil pockets 10,000 meters be-
low a raging sea, rendering and comparing 
images from a series of MRI scans, or seeing 
how a thunderstorm will disrupt the laminar 
flow over an airliner’s wing. The Z840 has the 
power to perform all these tasks.

DeSign anD FeatureS
High-end workstations are massive over-
kill for most clerical and sales workers. The 
Z840’s base configuration is a $2,399 model 
with a single Xeon processor, regular hard 
drive, and doesn’t come with a graphics 
card. Our review unit is configured with 
two Intel Xeon E5-2667 v3 octo-core proces-
sors, 32GB of DDR4 memory (up to 512GB), 
an Nvidia Quadro K4200 graphics card, and 
two 256GB M.2 PCIe-based solid-state drives 
(SSDs). Even with all these components (and 
multiple cooling fans), the system is as quiet 
as a library reading room.

HP z840 workstation
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BuilD anD inSiDe SPaCe: Big
The interior is impressive. Since the rack-
mountable tower is big—21 by 17.5 by 8 inches 
(HWD)—it has lot of room inside the case. 
There’s space for adding four more 3.5-inch 
hard drives on easily removable sleds, two 
open optical drive bays, and plenty of free 
SATA and Serial Attached SCSI (SAS) ports to 
support those drives. There’s an additional 
PCIe x16 card slot for a second graphics card, 
one PCIe x8 (x16 physical) slot, and one PCIe 
x1 slot for lower-bandwidth cards like a wire-
less networking card. The system comes with 
a 1,125-watt power supply, so you’re all set to 
add another high-end graphics card and seve-
ral hard drives. It’s easy to get in and replace 
everything. The air-cooling duct covers are 
easily removed and marked with dark green 
handles, and everything short of the CPUs and 
motherboard are tool-less.

PortS: Plenty!
On the ports side, there are audio line-in and 
line-out ports, a DVI port and two Display Ports 
on the Quadro card, two Ethernet ports, two 
PS/2 ports for older keyboards and mice, two 
USB 2.0 ports, and eight USB 3.0 ports (four in 

front, four in back). The Thunderbolt 2 card 
has a Thunderbolt 2 port, as well as a Display-
Port input, so you can daisy-chain a Thunder-
bolt display to your Thunderbolt drives and 
devices. A DVD burner helps with older, archi-
ved data retrieval and program installation. 
The only thing missing is an HDMI port, but 
you can connect those to the Quadro card via 
a DisplayPort adapter. One of the two installed 
256GB SSD is set up as a boot drive, while the 
other acts as a data drive. That lets you choose 
to use the data drive as local file storage or as 
a scratch drive for workstation apps. The CPUs 
and graphics cards are ISV-certified for a ple-
thora of apps.

PerForManCe
HP Z840 The Z840’s dual Xeon processors are 
built on the fourth-generation Haswell-EP ar-
chitecture. They support DDR4 memory, and 
worked with the 4GB Nvidia Quadro K4200 gra-
phics card to give stellar results on the bench-
mark tests. The system’s CineBench score of 
2,526 points is the highest we’ve seen on so 
far. That means if you need multithreaded, 
processor-intensive computing power, choose 
the Z840. The HP workstation was also quite 
fast on our Handbrake (35 seconds), and on 
our Photoshop CS6 (3 minutes) test. The Qua-
dro K4200 graphics card is designed more for 
precision graphics than outright animation 
speed, but can be replaced at order time. With 
its combination of high-end processor perfor-
mance, expandability, and new technologies, 
like DDR4 memory and Thunderbolt 2, the HP 
Z840 is the pinnacle of high-end performance. 
It has all the bells and whistles that an engi-
neer and their supporting IT staff would need.  
raMon laFleur

CPu intel Xeon e5-2667 v3 octocore, 32gb DDr4 Memory (expandable up to 512 gb), nvidia Quadro 
k4200 graphics Card, 2 x 256 gb SSDs (norme M2)

HPC Bench
result index 8 480
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t he new range of HP DL380 Gen9 ser-
vers has been designed for the Cloud, 
Big Data and the new needs for mo-
bility and social networks. This is 
the manufacturer’s positioning. The 

new Gen9 servers support 22 Intel Xeon v3 pro-
cessor references, the support for DDR4 memo-
ry and lower power consumption.

a new Storage SySteM
All models come standard fitted with a B140i 
controller capable of supporting up to 10 SATA 
drives in RAID 5. A clever mezzanine design 
adds a SmartArray P440ar controller bringing 
to 12 the number of 12Gbps SAS drives suppor-
ted without sacrificing a PCI Express slot. Two 

additional 2.5-inch drives can be seated in the 
rear of the SSD models to speed dedicated I / 
O operations. The P440ar has 2 GB of memory 
dedicated faster flash for high speed I/O pro-
tected by a backup battery.

a reDeSigneD network aPProaCH
Owners of the previous generation were li-
mited by the standard FlexibleLOM equip-
ment, compelling them to add an optional 4 
Gigabit port board. Now, the 4 Gigabit ports 
are standard. HP has so far not questioned 
his FlexibleLOM approach however, it simply 
adds it to the standard interfaces. It is thus pos-
sible to add an additional 4 port gigabit Ether-
net board, or even Fibre Channel or 10GbE.

HP Proliant Server 
Dl380 gen 9
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a Future-ProoF DeSign
In addition to supporting Intel Xeon v3 proces-
sors, the 24 memory locations provide a 768GB 
with 32GB RAM sticks. Mid-2015, the limit is 
upped to 3TB (using 128TB RAM sticks), ena-
bling the ProLiant DL380 to support intensive 
in-memory tasks. The administration inter-
face is devoted to iLO4 v2.0 via a dedicated gi-
gabit port, which allows monitoring via a web 
interface. A “Federation View” allows admi-
nistering multiple servers from a single view-
point to monitor their activity. Monitoring the 
storage and network activity is devoted to the 
SIM utility (Systems Insight Manager) and is 
completed by OpenView, which allows limi-
ting the power consumption on a per-server 
basis. Perfect for a virtualized enterprise envi-
ronment. In this respect, the energy consump-
tion is central to the design of this server. At 
full load, the 2x800W the DL380 consumes 

352W (90W in normal mode) is significantly 
less than its competitor Dell PowerEdge T630 
(390W and 120W respectively). A dedicated 
app, Insight Online, allows checking the health 
of the server remotely from a single tablet.

ConCluSion
HP has carefully designed each hardware and 
software component of its new generation 
server to meet modern intensive workloads 
and enabling them as building blocks aimed 
towards datacenters with extensive versati-
lity. Being more powerful, scalable, and less 
energetic, the Gen9 servers have the means to 
achieve their ambitions raMon laFleur 

Chassis: rack 2u CPus: 2 x 2,3 gHz Xeon e5-2695 v3 Memory: 64 gB DDr4 2,133MHz 1.2V (768 gB max) 
Storage: 2 x 300 go HP 10k SaS hot plug (26 disks max) raiD: HP Smart array P440ar 12gbps SaS – 
Supported raiD modes: raiD 0, 1, 10, 5, 50, 6, 60 expansion slots: 6 x PCi express 3.0 gigabit ethernet 
connectors: 4 PSu: 2 x 800w hot-plug admin port: HP ilo 4 v2.0 gigabit warranty 3 years on site

HPC Bench
indice total 6 840
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M ake no mistake, below this En-
glish sounding product name 
lies a true French innovation. 
The HighServer XLR4 Blade is 
the result of a close collabora-

tion between the French manufacturer CARRI 
Systems and Gigabyte. This server is aimed at 
the cloud gaming and the VDI markets.

Who could have imagined that one day we 
could turn a 2U chassis into a fullblown four-
blade independent GPU solution? Yet it is a 
French manufacturer that had the idea first. 
CARRI Systems, specializing in high perfor-
mance IT solutions, who innovates to meet the 
needs of a market in which the issue was to be 

able to have a solution based on GPU accelera-
tors with excellent performance / consumption 
/ price . The R&D team of the Paris-based ma-
nufacturer did not hesitate to innovate around 
existing standards. In order to achieve this, 
they reviewed the arrangement of a server 
blade, removing the unnecessary parts and 
keeping the core. The HighServer XLR4 Blade 
is built around four independent blades with 
a Mini-ITX format motherboard in each blade. 
This allows enough space to be cleared to ins-
tall a fullblown professional graphics card or a 
GPU accelerator. To achieve these goals, techni-
cal teams have had to review the blade cooling 
flow to ensure good ventilation of the GPU and 

Carri Systems 
HighServer Xlr4 Blade
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offer maximum performance. First presented 
publicly at the GTC 2014 in San Jose, the XLR4 
HighServer Blade passed the certifications of 
different manufacturers with flying colors. 
The server is certified for Intel Xeon PHI cards, 
AMD FirePro, NVIDIA and NVIDIA Tesla Grid. 
CARRI Systems is now referenced by Nvidia as 
OEM manufacturer. A privilege that makes the 
French company a model.

The French manufacturer does not pretend 
to answer all the needs, but to fill a void in the 
HPC market. CARRI Systems also wanted its 
XLR 4 blade server to be Green IT compatible. 
This is probably explains why the mother-
board embeds a processor to the Mini-ITX for-
mat. The latter can also be an Intel Xeon E3 
v3. It offers many advantages over its big bro-
ther, the Xeon E5 series. Offering lower cost, 
lower frequency and lower consumption. The 
Xeon E3 v3 does not exceed 84 W while the 
E5 top version reaches 160 W. That is half the 
required power. The motherboard also has 

only two memory slots with a maximum ca-
pacity of 16GB. It may be low by today’s stan-
dards but sufficient for many applications and 
uses. However, being able to connect the GPU 
accelerator directly with the memory and the 
processor significantly increases the perfor-
mance of the whole. Measurements done by 
our laboratory tests show the coherence of 
technological choice of the French manufactu-
rer. We were also impressed by the centralized 
redundant power supply capable of suppor-
ting a per-blade consumption of 400 W at full 
load. The HighServer XLR4 Blade has a minor 
limitation since it lacks network connectivity 
beyond Gigabit Ethernet. Nevertheless, this 
server is undoubtedly the ideal solution for 
expanding uses such as Cloud Gaming, VDI 
and HPC. Pierre DaViD

HPC Bench
indice total 7 740

CARRI Systems is now referenced by Nvidia  
as OEM manufacturer. A privilege that makes 
the French company a model.
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t he release of a new Xeon is usually 
of high appeal to end-users, starting 
with the HPC community always 
on the lookout for a better perfor-
mance / energy efficiency. After the 

E3 family, this is the E5 upgrade to version 3, 
the v3 referring to the Haswell-EP architec-
ture whereas v2 meant Ivy Bridge.

In plain language, “E5-v3” results in two 
benefits: more cores and threads. Our test 
model, the 2695, has 14 cores and can handle 
28 threads, instead of respectively 12 and 24 
for the previous model, at the same price. Add 
to this a 2.3 GHz frequency (3.3 GHz in turbo 
mode), a larger cache of 35 MB and support the 
for AVX 2.0 extensions, and you get an equa-
tion that looks hot on paper.

Like the other E5 CPU models, the 2695 uses 
the same internal architecture as the Core i7-
5960X (high-end desktop PC), which involves 
changes to the LGA socket 2011-3 and has 
the advantage of compatibility with the new 
DDR4, also a vector of increased performance 
equivalent TDP (about 120W).

So much for the formal presentations. How 
does this unit pass a test of fire? To be com-
parable with other test configurations we ran 
those first steps with LinuxBench, of which 
the different modules can test the different 

aspects of the CPU, including the synthetic 
performance, performance / latency memory, 
memory bandwidth and internal paralleliza-
tion.

Overall, compared to the e2697 v2 (with 
identical TDP), the gains are between 5% and 
an impressive 22%. The best results are obtai-
ned by raw performance, relatively insigni-
ficant in actual use, while not surprisingly, 
the speedups are more limited with regard to 
the tasks focusing on parallelization. Why? 
Because the frequency response of the 2695 
decreases significantly as more cores are so-
licited. But nothing abnormal. It is even the 
reason for the MIC or GPU accelerators. But 
the conclusion that this finding draws is not 
to expect a miracle. The Xeon E5-2695 v3 is an 
excellent CPU, but if you already have a Xeon 
E5 V2 equivalent, the upgrade is not always 
justified. MarC PariS

Xeon Haswell-eP  
e5-2695 v3
the new Xeon v3 generation has 
technical strengths and has an overall 
good to excellent performance…but will 
it appeal strongly enough to Xeon v2 
users? read on…
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l enovo’s ThinkStation P900 worksta-
tion is a whole new design featuring 
a future-proof scalability and tool-
less evolution possibility. Supporting 
up to two latest generation Intel Xeon 

processors, this workstation is designed for in-
tensive tasks of video production, rendering, 
special effects, CAD / CAM and of course oil 
and gas exploration and pharmaceutical re-
search. As for graphics acceleration cards, this 
model supports the full range of Quadro and 
Tesla K20 and K40. Seen from the front, the 

chassis is of conventional dimensions, but the 
ThinkStation P900 amazes with its depth of 
more than 60cm. Allowing it to accommodate 
up to 512 GB of RAM DDR4 DIMM slots 16, 10 
expansion slots and up to 11 storage devices. 
The machine also includes eight USB 3.0 ports 
(one positive ergonomic detail: four backlit 
front ports), four USB 2.0 ports on the back 0 
and two Gigabit Ethernet ports. This model 
comes standard with 1,300 watts capable of 
powering the system with two processors and 
up to four GPUs.

lenovo  
thinkStation P900
the ultramodular performance workstation
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SCalaBle DeSign
The left panel of the machine can be 
removed by a simple lever, revealing 
the tri-channel cooling mechanism 
which uses plastic pipes to separate 
the air flow from the front to the back on three 
areas: the PSU and PCI Express slots, proces-
sors and memory, and graphics cards. Each 
channel has a dedicated modular hot-swap 
fan. Another innovation is the presence of Flex 
connectors in the form of mezzanine connec-
tors to integrate a SATA SAS or Flash control-
ler card, without using up a PCI Express slot. 
Regarding the disk arrangement possibilities, 
a clever tray system connects either two SAS 
or SATA 2.5-inch SSDs or 3.5-inch conventio-
nal hard drives.

PerForManCe: eXCellent
The results of our tests were impressive, since 
this machine goes on the podium of the most 
powerful machines we’ve tested so far. The 
model tested was equipped with two Intel 
Xeon E5-2687W processors with eight cores 
each, and earned a high Geekbench 2.4 score 
of 33 115. We then set the machine to its paces 

with IOmeter configured to simulate large 
packages Small and mixed on one of its two 
network interfaces from one, three and five si-
multaneous clients. With small (512-byte) pac-
kets, the system has achieved a maximum sus-
tained transaction rate of 205000 IOPS Mbps. 
The maximum sustained data transfer rate of 
608 MBps was obtained when transmitting 
packets with 32K with the first five customers 
on the first gigabit interface and three on the 
second.

In conclusion, this is a machine packed with 
innovations and made for performance. The 
possibility to intervene without tools on all 
of its components is a welcome initiative that 
will help minimize downtime during inter-
ventions. raMon laFleur

Chipset: intel C612. Processor: up to 2 x intel Xeon e5-1600 or e5-2600 v3 v3. Memory: 16 DiMM slots. 
expansion Slots: 4 PCie x16, PCie x4 2, 2 PCie x1 (open), 2 Flex connectors. uSB Ports: 4 uSB 3.0 rear, 4 
uSB 2.0 at the back, four uSB 3.0 front panel. 1300w power supply. Dimensions: 44 x 62 x 20 cm. Multi-
player 9-in-1, 8 PCi / PCie slots, 2 ethernet 1 gbit / s ports, four uSB 2.0 ports, 8 uSB 3.0 ports, microphone 
/ headphone connector (front and rear), 2 ports PS / 2, serial connector, support for Flex module
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The possibility 
to intervene 
without tools on all 
of its components 
is a welcome 
initiative.
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M icrosoft Hyper-V Server 2012 is 
now a true contender in the vir-
tualization space as it brings a 
great number of new features 
missed in the previous offering 

of Hyper-V.  While an in-place upgrade option 
is unavailable due to architectural changes in-
volved in implementing Hyper-V Server 2012, 
the in network migration process detailed in 
this “Step-By-Step” post works well and sim-
plifies the process.  Those who currently uti-
lize System Center Virtual Machine Manager 
are aware that System Center provides this 
functionality and is great for large scale mi-
grations.  Further details in regards to this 
will be covered in a future post. 

For those without System Center Virtual Ma-
chine Manager, or those wishing to migrate 
only a few VMs, Microsoft offers a free stand-
alone tool to enable the migration of virtual 
machines from VMware to Hyper-V.

PreParation oF tHe target  
HyPer-V SerVer 2012

1 Download and Install Hyper-V Server 
2012 from http://www.microsoft.com/en-

us/evalcenter/evaluate-hyper-v-server-2012-r2
 

2 Set up the same Virtual Networks as the 
source host in Hyper-V Manager using the 

“Virtual Switch Manager” host action.

3 Download the FREE Microsoft Virtual Ma-
chine Converter (MVMC) solution accele-

rator tool from http://msdn.microsoft.com/en-
us/library/hh967435.aspx

The MVMC tool converts VMware virtual 
machines created with: vCenter Server 5.0, 
vCenter Server 4.1, ESXi Server 5.0, ESXi/ESX 
Server 4.1

4 Run the MSI installation executable file, 
then enter a location where you want to ins-

tall MVMC or use the default location and conti-
nue with the installation on the local machine

note: The account executing the setup must 
be the local administrator on the machine.

Convert VMware VMs 
to Microsoft Hyper-V
Virtualization is a great way to extend the utilization of hardware one’s 
organization and as you all know there are a great many product offerings 
available to fulfill that requirement. 

Further details regarding troubleshooting and 
converting VMs via the command-line are also 
available. Download it from: http://download.
microsoft.com/download/9/1/e/91e9F42C-
3F1F-4aD9-92B7-8DD65Da3B0C2/
Virtual%20Machine%20Converter%20
administration%20guide.doc

http://www.microsoft.com/en-us/evalcenter/evaluate-hyper-v-server-2012-r2
http://www.microsoft.com/en-us/evalcenter/evaluate-hyper-v-server-2012-r2
http://msdn.microsoft.com/en-us/library/hh967435.aspx
http://msdn.microsoft.com/en-us/library/hh967435.aspx
http://download.microsoft.com/download/9/1/E/91E9F42C-3F1F-4AD9-92B7-8DD65DA3B0C2/Virtual%20Machine%20Converter%20Administration%20Guide.doc
http://download.microsoft.com/download/9/1/E/91E9F42C-3F1F-4AD9-92B7-8DD65DA3B0C2/Virtual%20Machine%20Converter%20Administration%20Guide.doc
http://download.microsoft.com/download/9/1/E/91E9F42C-3F1F-4AD9-92B7-8DD65DA3B0C2/Virtual%20Machine%20Converter%20Administration%20Guide.doc
http://download.microsoft.com/download/9/1/E/91E9F42C-3F1F-4AD9-92B7-8DD65DA3B0C2/Virtual%20Machine%20Converter%20Administration%20Guide.doc
http://download.microsoft.com/download/9/1/E/91E9F42C-3F1F-4AD9-92B7-8DD65DA3B0C2/Virtual%20Machine%20Converter%20Administration%20Guide.doc
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ConVerting Virtual MaCHineS  
uSing tHe MVMC gui

note: For best performance, it is recom-
mended that the conversion is run on the des-
tination host (this means that MVMC is ins-
talled and run from the Hyper-V hypervisor).

1 Open MVMC, open the Source page, and 
then enter the details to connect to a VM-

ware vCenter Server, ESX server, or ESXi ser-
ver

2 In the Address box, type the server IP ad-
dress or the name of the VMware source 

server

3 In the User name box, type the user name

4 In the Password box, type the password 
and click Next

5 On the Virtual Machines page, select a vir-
tual machine on the source VMware ser-

ver to convert. Click Next.

note: MVMC assumes that the virtual ma-
chine is in a running state. Virtual machines 
that are not running (offline virtual ma-
chines) cannot be converted by MVMC

The virtual machine must have VMware 
tools installed and be connected to an Active 
Directory domain

The boot disk attached to the source vir-
tual machine will be converted to an IDE-
based VHD and all data disks attached to 
the source virtual machine will be converted 
to SCSI VHDs

MVMC will create another instance of the 
virtual machine on Hyper-V based on the 
source virtual machine configuration. The 
source virtual machine will remain intact 
but will be shut down during the conversion 
process

6 On the Virtual Machine Connection page, 
enter the credentials of an administrative 

account that can connect to the virtual ma-
chine. The connection is required for unins-
talling VMware tools on the source virtual 
machine. The virtual machine must be joined 
to an Active Directory domain.

7 In the Virtual machine box, type the name 
of the virtual machine

8 In the User name box, type the domain 
and user name
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9 In the Password box, type the password

10 In the Final state of source virtual ma-
chine option, select whether the source 

virtual machine should be turned On or Off 
when the restoration is complete

11 In the Final state of target virtual ma-
chine option, select whether the target 

virtual machine should be turned On or Off 
when the conversion is complete. Click Next.

note: MVMC always takes a snapshot of the 
original source virtual machine before the to-
ols are uninstalled and will restore the virtual 
machine to its original state once the disks at-
tached to the virtual machine are successfully 
copied to the machine where the conversion 
takes place.

Remote access through Windows Manage-
ment Instrumentation (WMI) must be enabled 
on the source virtual machine

12 On the Workspace page, click Browse 
to select a workspace folder path from 

where the UI can be run. Be sure to select a 
location that has enough disk space for the 
converted VHD files. Click Next.

13 On the Hyper-V Host page, enter the 
details to connect to the destination Hy-

per-V server where the virtual machine will 

be created following conversion and specify 
the UNC path for placement of the VHD files

14 In the Address box, type the server IP 
address or the name of the Hyper-V 

source server

15 In the User name box, type the domain 
and user name

16 In the Password box, type the password
20/ In the Path box, click Browse to se-

lect the UNC path to where the VHD file will be 
copied on the destination Hyper-V server

17 Select whether the VHD file should be 
Fixed size or Dynamically expanding

note: MVMC expands the dynamic VHD file 
to its full size. To reduce a VHD file by remo-
ving blank space on the disk, see Edit Virtual 
Hard Disk Wizard at http://technet.microsoft.
com/en-us/library/cc755149.aspx

18 Click Next. On the Summary page, 
review the details and click Finish to 

complete the conversion. If warnings are dis-
played, review them before proceeding with 
the conversion

note: Once the conversion has completed success-
fully, MVMC starts the virtual machine and leaves 
it as it is. If you do not want the virtual machine to 
be started, go to the Hyper-V manager in the desti-
nation server and shut down the virtual machine.

19 On the Completion page, seen when the 
virtual machine conversion has com-

pleted successfully, click Close.

http://technet.microsoft.com/en-us/library/cc755149.aspx
http://technet.microsoft.com/en-us/library/cc755149.aspx
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renuke MenDiS 
Principal Technical 
Marketing Engineer, 
Extreme Networks.

Many speculated that Virtual Desktop infrastructure 
(VDi) was just going to be a phase, but on the contra-
ry, VDi has not only proven to be a contender, but has 
become a growing necessity for it departments. al-
though it may appear that interest in VDi has gone into a 
downward spiral, this enabling technology, according to 
a certain number of analysts, is actually on the rebound.

VDi & the identity 
aware network
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H istorically, data centers have been 
designed for physical environ-
ments. This means that companies 
today are applying yesterday’s 
tools and capabilities to address 

current and future opportunities: trying to 
virtualize IT architectures that were not neces-
sarily optimized for virtualization, especially 
in terms of the network. VDI, in particular, 
has and will continue to become a staple in the 
new data center and crop up in progressive IT 
departments at colleges, law firms, hotels and 
retail establishments. The business and tech-
nical efficiencies involved with establishing 
VDI are relatively simple and straightforward 
considering the significant improvements VDI 
can deliver to network manageability, securi-
ty and energy efficiency.

According to The Cloud-Based Virtual Des-
ktop Infrastructure Market 2012-2017 pu-
blished in September 2012 by VisionGain, the 
VDI market was expected to grow to $11.2 bil-
lion by the end of 2012 and continue to increase 
at a compound annual growth rate (CAGR) of 
14.77% through 2015. Large enterprises are 
drawn to VDI because of its ability to reduce 
desktop support and management costs, as 
well as lower overall energy requirements of 
virtual desktops.

To meet compliance and security regula-
tions, VDI also provides business continuity 
and disaster recovery capabilities within the 
data center. VDI does, however, demand an 
identity approach and a more aware network. 
Policy and identity management are critical 
network security considerations as users can 
connect to the data center from any location, 
using a variety of devices. At the network level, 
more granular network access policies based 
upon user roles, device types and physical 

locations are required. The network then has 
to scale bandwidth, manage converged com-
munications appropriately and implement 
network layer security policy independently 
from any single device or application. The ac-
cess management and lack of identity features 
of old networks, however, won’t be up to par. 
Before making the move to VDI, data center 
managers must understand how the enter-
prise’s network performance will be impacted 
while maintaining cost, delivery of multiple 
converged services and power efficiency.

How will VDi HelP 
inCreaSe energy eFFiCienCy?
While VDI is partially driven by the use of 
lighter-weight devices, such as smartphones 
and tablets, the network plays a key role. It 
helps to reduce energy consumption through 
the centralization of resources and by brin-
ging much higher speeds at the port level. 
VDI allows higher density 10 Gigabit Ethernet 
(GbE) port modules on chassis type switches 
providing the advantage to collapse all traffic 
easily into just a few network switches. This is 
all possible through the consolidation of hor-
sepower into a single core layer as opposed to 
deploying distributed GbE LANs and multiple 
tiers, thus providing the necessary bandwidth 
for all VDI connections. Overall, VDI has shown 
itself to be more powerful and easier for IT 
departments to manage, while also achieving 
many businesses’ goals of being “green” and 
highly efficient.

How Can tHe network  
ConVerge VoiCe, ViDeo anD Data  
For VDi DePloyMentS?
After addressing the considerations for sys-
tem centralization and bandwidth, IT depart-

Large enterprises are drawn to VDI because of its ability 
to reduce desktop support and management costs, as well 
as lower overall energy requirements of virtual desktops.
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ments will be faced with the next issue of how 
to carry converged media – mixed voice, video 
and data. To deliver voice and video traffic to 
users on predetermined priorities, it is impe-
rative that the network be capable of not only 
10 Gigabit and Gigabit to the Edge, but also 
intelligence, Quality of Service (QoS) and ul-
tra-low latency switching. Just like traditional 
networks, for users to be able to experience 
consistent and predictable interactions, the 
backbone of a VDI network must be capable 
of handling convergence flawlessly. Once the 
network has been deemed seamless and de-
monstrates the required quality, it is at this 
point that critical activities like IP phone calls 
and collaboration, e-learning activities using 
IP video and customer call centers can be 
functional.

How DoeS tHe network SuPPort tHe 
SeCurity oF VDi DePloyMentS?
With the VDI network, traditional operating 
systems are eliminated, yet user log on, se-
curity policies, visibility and monitoring are 
required more than ever. Until today, many 
companies have relied upon the security of 
traditional networks that entailed complex 
“application layer” elements of sign-on secu-
rity, including strong authentication, Single 
Sign-On (SSO) systems and LDAP directories. 
For the companies that have taken the leap 
toward the emergence of VDI, security, inclu-
ding network identity, is now simplified, cen-
tralized and managed by the network instead 
of a PC OS. With the growing number of se-
cure government facilities choosing to use 
advanced identity management, which is only 
possible via VDI, we can expect the private 
sector to follow by enabling similar deploy-

ments for their mobile workforces. To this 
end, today’s businesses looking to deploy VDI 
securely require a new model called identity-
aware networking – a term Jon Oltsik, prin-
cipal analyst of Enterprise Strategy Group at 
Extreme Networks defines as “a policy-based 
network architecture that understands and 
acts upon the identity and location of users 
and devices.”

With identity-aware networking, the 
network gathers information from multiple 
existing sources in an integration process ena-
bling IT departments and managers to use this 
data to build and enforce access policies. With 
this rich data (i.e., user, device, and location) 
in hand, network administrators can easily 
configure extremely granular network access 
policies that can then be enforced based upon 
any or all of this information and/or other 
factors. For example, the CFO of a company 
could be granted access to the end-of-quarter 
financials from their laptop on the corporate 
LAN or on a home computer connected over a 
VPN, but not from other devices or networks. 
In other cases, a contractor may be able to ac-
cess engineering plans during specified hours 
only. In this situation, user and device location 
is important for several reasons. For starters, 
identity-aware networking confirms if the 
user is logging on from a trusted or untrusted 
network. This location awareness may also 
be important depending upon whether a user 
is accessing the network from a wired port 
or over Wi-Fi. Furthermore, depending on 
the device location, whether within a single 
facility or between two facilities on the same 
campus, the network access policies may 
change. In addition to who is connecting to 
the network, identity-aware networking veri-

To deliver voice and video traffic to users on predetermi-
ned priorities, it is imperative that the network be capable 
of not only 10 Gigabit and Gigabit to the Edge, but also in-
telligence.
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fies what is connecting to the network. This 
is important as different devices (i.e., laptops, 
tablets, smartphones, power meters, etc.) have 
different security and performance charac-
teristics. Just as a contractor may only have 
access during certain times of the day, their 
laptop may also be treated differently than a 
remote employee’s PC that meets all corporate 
security and configuration policies.

Network-based identity is associated with 
information including IP and MAC addresses, 
VLAN tags and subnets which can all play 
a significant role in device authentication, 
VPNs and IPSEC – thus network layer security 
takes over. The network-based identity looks 
at a number of specifics when securing the 
network ranging from the number of inputs 
(user ID and the role of the user), device cha-
racteristics and capabilities which are speci-
fic to that unique device, and user/device lo-
cation. With most deployments, IT managers 
and departments strive to meet daily chal-
lenges and varying mobile users and devices. 
To make this possible, more granular network 
access policies based upon user roles, device 
types, and physical locations will be required 
at the network level – a situation that can be 
handled by VDI. Once this has been achieved, 
the network then has to scale bandwidth, im-
plement network layer security policy inde-
pendently from any single device or applica-
tion, and manage converged communication 
appropriately.

Although virtualization may have started 
out as a technology driven by server consoli-
dation, today’s evolving network takes it well 
beyond servers to a means of centralizing IT 
itself. The evolution starts with desktop PCs 
and the new class of wireless computing de-

vices proliferating throughout the enterprise, 
including smartphones, tablets and PCs. In 
today’s Internet-connected world, large orga-
nizations need their networks to enable any 
user to connect securely to applications and 
services from any authorized device. What 
companies, both enterprises and SMBs, need 
is a “best of breed” network with the intelli-
gence to not only enforce their policies once 
users are on the network, but to also dynami-
cally collect information about the users in the 
network, the devices trying to connect to the 
network and where the users are physically 
when trying to connect to the VDI infrastruc-
ture. In the end, IT departments will be able to 
focus more on other tasks such as doing busi-
ness, regulatory compliance and security ROI 
benefits because they will dedicate less time to 
maintaining and managing application-layer 
security.

VDI demands an identity approach and a 
more aware network, and only when data cen-
ter managers closely examine the network’s 
role in meeting key criteria such as cost sa-
vings, power efficiency, user and device iden-
tity, and ease-of-use can VDI truly progress 
towards becoming a new norm in computing.

Although virtualization may have started out as a tech-
nology driven by server consolidation, today’s evolving 
network takes it well beyond servers to a means of cen-
tralizing IT itself. 
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t he complex, which opened in No-
vember 2011, includes a new obser-
vatory with telescopes, a large pla-
netarium with a dome 18 meters 
in diameter, capable of projecting 

about 9,000 stars, twenty nebulae, star clus-
ters and many bodies in the solar system. It 
also includes a smaller, more intimate plane-
tarium with a dome of 8m in diameter. The 
site now has a dozen employees and receives 
more than 100,000 visitors per year.

a HyBriD Solution CoMBining  
oPtiCS anD Digital
During the design phase of the new plane-
tarium in 2005, management of the site had 
already registered in its specifications to have 
a numerical simulation of the dome without 
sacrificing the quality of the optical projec-
tion. Since the early part of the last decade, the 
100% digital projections have offered a quali-
ty, starry sky experience desired by purists. In 
order to achieve the global perspective of the 

Brno Planetarium
Created in 1954, the Brno observatory / Planetarium in the Czech republic, 
one of the largest in europe, was completely rebuilt in the last few years to 
make a multi-visual center, combining science, education and art.
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starry sky synchronized to a digital simulator 
for other media, a hybrid solution was requi-
red. To find the solution that best matched its 
specifications, the management of the site is-
sued a call for tender to several specialized com-
panies and the proposed RSA Cosmos solution 
was chosen in late December 2012. Founded 
in 1985 and based near St. Etienne in France, 
RSA Cosmos is one of the world’s leading provi-
ders of integrated optical solutions, digital 3D 
domes, hybrids and laptops for planetariums. 
The company has already installed 150 plane-
tariums worldwide, including 50 large facili-
ties (domes measuring over 8 meters in diame-
ter). Damien Pelisse, CTO of RSA Cosmos said 
“Among the main selection criteria which tip-
ped the scales in our favor included our high 
resolution projection systems, the feature-rich 
digital simulator, and the ability of an untrai-
ned operator to use the system with ease.”

eigHt graPHiCS CarDS 
Pny nViDia QuaDro k5000
The solution developed by RSA Cosmos is based 
on a hybrid system combining an optical simu-
lator and a digital simulator. The projection is 
performed by two projectors JVC SH-7 with a 
resolution of 4096 x 2400. For the digital part, 
the image is divided into four equal parts. 
Each part is generated by a PNY Nvidia Quadro 
K5000 graphics card installed in a PC, coupled 
with a PNY Quadro Sync card. Four Quadro 
Sync cards are interconnected to ensure perfect 
synchronization of the four parts of the projec-
ted image. The entire solution was installed in 
September 2013, in advance of the the public 
opening, which took place in November 2013.

iMMerSiVe SiMulationS
The power of PNY’s professional graphics 
cards allows for real immersive simulations 
with startlingly realistic images. Spectators 
leave the Earth and travel through space and 
past planets as if they were in the cockpit of a 
spaceship. The system can go back in time, to 
perform simulations and even to visualize the 
motion of comets. In addition, calculations are 

carried out at the card processor level (GPU) 
and not at the CPU of the PC, so the image gene-
ration takes place almost in real time, with an 
imperceptible delay for the viewer. 

a FluiD DiSPlay  
For enHanCeD realiSM
Equipped with 4 GB of DDR5 memory, these 
cards are capable of storing digital terrain 
models, for example, the overview of the pla-
netary surface, with a very fine texture and 
fluid display for heightened realism. PNY’s 
Quadro cards are able to manage high ampli-
tudes with great precision, the size of objects, 
from the infinitely small to the infinitely large, 
are rendered perfectly. Excellent functional 
richness The real-time 3D software developed 
by RSA Cosmos, designed with researchers in 
astronomy projection, offers rich functionali-
ty, including terrestrial simulations. It marries 
perfectly with PNY graphics cards. Thanks to 
the support and responsiveness of PNY, RSA 
Cosmos has successfully installed more than 
a dozen of these systems worldwide. In addi-
tion, the sustainability of PNY’s professional 
NVIDIA Quadro graphics cards provides RSA 
Cosmos with technological stability, allowing 
for development into the future.

150 planetariums 
worldwide, including 
50 large facilities
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